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Quick intro…
Father of two amazing humans and a few quirky artificial minds  



Artificial minds side more formally…

• Current work: Building brua.io — enabling the use of AI capabilities to augment 
human endeavours reliably and safely


• Recent work: Lead the large model training stability program at Graphcore — 
stable training of large (foundation) models in reduced precision


• Background


• Academia (1999 - 2013): from home made robots to computational self-awareness


• Entrepreneurship (2012 - 2015): AI driven personalised math education


• Industry (2016 - 2022): surfing the deep learning wave and building technology, 
competence, communities, and product

http://brua.io
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The good
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LLM training paradigms in flux
Capabilities emerging

Pre-training

(big corpus, generic 
task, unmask, next 

word)

Fine-tuning

(task specific, 


Q&A etc.)

Prompting

(task examples in 

prompt, 

keep conversation 

going?)

Instruction

fine-tuning


(instruction and task 
in prompt, AMA)

Learning 
from human 

feedback

(reward generations 

somehow)

Few/zero-
shot reasoning

(CoT, let’s think step 

by step)
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Stable training of large (foundation) models in reduced precision on IPU systems



Why reduce precision?

• Large compute, memory, bandwidth, and thus a large energy footprint [1]


• Reducing precision (e.g. halving) can alleviate these issues and accelerate training 
and unblock experimentation, e.g. multiplies scale quadratically with #bits


• May lead to instabilities due to underflow/overflow  
[1] Luccioni et al. (2022), Estimating the Carbon Footprint of BLOOM, a 176B Parameter Language Model, https://arxiv.org/abs/2211.02001


[2] Image on right adapted from Köster et al. (2017) Flexpoint: An Adaptive Numerical Format for Efficient Training of Deep Neural Networks, https://arxiv.org/abs/1711.02213  

https://arxiv.org/abs/2211.02001
https://arxiv.org/abs/1711.02213


Large model training is numerically unstable in reduced precision
Failure mode: late detrimental underflow





Automatic loss scaling for stable training of large models

• Closed loop control


• Gradients observed and loss scale 
updated every optimiser step


• Histograms


• FP32 loss scale to deal with underflow


• Mixed precision math support



Reduced statistic used to make loss scale update decision
Gradient histograms are summed across Ops, across micro-batches, and across replicas



Gradients scaled at different phases of training appropriately with ALS



Stable training of BERT Large in reduced precision with ALS
Converging runs with multiple seeds using the ALS method now in production/release

Single line of code in PyTorch models: opts.Training.setAutomaticLossScaling(True)



The bad and ugly
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Google’s school boy error…
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https://blog.google/technology/ai/bard-google-ai-search-updates/


Which answer do you prefer?
One that is correct and with sources, or one that confidently makes a mistake?
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Tried asking the same question many times?
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Let’s look at hallucinations in action…
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The useful
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LLM sampling: query 
in context


(pretrained, few shot prompted)

LLM sampling: answer

(pretrained, few shot prompted)

Google search

Data and 
sources

LLM embeddings

(pretrained)

LLM sampling: answer 
in context


(instruction finetuned, zero shot)

Ranked 
results

Grounded question validation 
using LLMs and data

(pretrained, few shot prompted)

Chat history

Response

Q

Ã

Architecture

LLMs from Co:here 

https://cohere.ai/
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Q

https://cohere.ai/


Keeping AI capabilities on firm ground…
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Brua               is an expression of brua.io

brua.io is on a mission to transform the way humans interact with AI 
capabilities. We are here for these capabilities to augment human 

endeavours reliably and safely, building a deep tech company 
rooted in Oslo that expands the frontier of AI along the way.


Let’s shape the future of AI right here!
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   ✅ values      ✅ talent      ✅ tech leadership      ✅ vision      ✅ ambition   

http://brua.io
http://brua.io


Thank you!
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arjun@brua.io
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